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Motivation: Adversarial Attacks of Neural Networks
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o (oal: Fool a classifier without knowing weights, architecture.

e Strategy: Maximize cross-entropy loss w.r.t. inputs,
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PSS, cosine mesure

A Positive Spanning Set (PSS) of T, M is a set
D, cC T, M s.t.

cone(D,) =T, M.

The cosine measure of D, is

Cma:(Dx) ‘— min e <U d>
vET, M\{0} deD, ||v|||d]|,

Complexity

Riemannian direct-search algorithms reach
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cm(D9) = L

A high cosine mea-
— Trade-off between size and cosine measure of

the Positive Spanning Set.

sure means a well-

spread PSS.
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Derivative-free Optimization on Riemannian Manifolds

Derivative-free optimization algorithms rely only on function values.
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No gradients. They must limit number of queries.

Ex: Nelder-Mead, Evolutionary algorithms, Model-based.
Direct-search methods: complexity in dimension squared.

Our work: 1) Analyze a Riemannian direct-search method. 2) Ap-
ply it to adversarial attacks.

Riemannian direct search

Input: 2o e M, ag > 0,¢> 0

for Kk =0,1,... do
Generate polling set D C T,, M of tangent vectors (PSS)
If f(Exp, (ard)) < f(xr)— Soi||d||Z, , for some d € Dy,

Tr+1 = Exp,, (ard) and ag4q := min{2ay, 1}.

Else zx11 := 2 and agiq := ap /2.

Polling strategies
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Numerical results

e Projected
(plain) PSS.
o Left: m =

n-m = 32
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Number of simplex gradient evaluations

Robust accuracy of a NN
We attack a WRN28-10 on 75 CIFARI10 images with 30720 queries.

o Perturbations: low-rank matrices 6 = UV, where U € R?**" and
V € R™%32 with ||6]|r = 0.5.
o Attacks: Direct search methods in R32%" x R"*32 and probabilistic

descent variants (PD), with 2 or 2r random polling directions (DS-
PD(2), or DS-PD(2r)).

attack \ r 3 9 16 22 32

DS 0.033 0.033 0.022 0.011 0.011
DS-PD(2) 0.067 0.022 0.033 0.033 0.022
DS-PD(2r) 0.056 0.044 0.011 0.022 0.033

Data profiles on 400 quadratic problems
constrained to linear subspace and sphere
in a linear subspace of dimension m in R".
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4. Codimension n — m
between 0 and 32. Right: converse.

When n—m > m, pick intrinsic PSSs!

Intrinsic

__Ratio of problems solved

Number of simplex gradient evaluations
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